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1 Multi-Version Concurrency Control
Multi-Version Concurrency Control (MVCC) is a larger concept than just a concurrency control protocol.
It involves all aspects of the DBMS’s design and implementation. MVCC is the most widely used scheme
in DBMSs. It is now used in almost every new DBMS implemented in last 10 years. Even some systems
(e.g., NoSQL) that do not support multi-statement transactions use it.

With MVCC, the DBMS maintains multiple physical versions of a single logical object in the database.
When a transaction writes to an object, the DBMS creates a new version of that object. When a transaction
reads an object, it reads the newest version that existed when the transaction started.

The fundamental concept/benefit of MVCC is that writers do not block readers and readers do not block
writers. This means that one transaction can modify an object while other transactions read old versions.
Writers may still block other writers if they are writing the same object, since there is still a lock on the
versions related to the database object. See slide 8 for an example.

One advantage of using MVCC is that read-only transactions can read a consistent snapshot of the
databasewithout using locks of any kind, and it naturally supports Snapshot Isolation (SI). InMVCC, times-
tamps are used to determine visibility of versions to transactions. Additionally, MVCC without garbage
collection allows the DBMS to support time-travel queries, which are queries based on the state of the
database at some other point in time (e.g. performing a query on the database as it was 3 hours ago).

A typical MVCC-based database design will:

1. Have a versioned storage which stores different versions of the same logical object. (Note: Do not do
this!)

2. Takes a snapshot of the database (by copying the transaction status table) when a transaction starts.
3. Use the snapshot to determine which versions of objects are visible to the transaction.

Snapshot Isolation
Snapshot Isolation involves providing a transaction with a consistent snapshot of the database when the
transaction started. Data values from a snapshot consist of only values from committed transactions, and
the transaction operates in complete isolation from other transactions until it finishes. This is ideal for read-
only transactions since they do not need to wait for writes from other transactions. Writes are maintained
in a transaction’s private workspace or written to the storage with transaction metadata and only become
visible to the database once the transaction successfully commits.

Write Conflicts If two transactions update the same object, the first writer wins.

Write SkewAnomaly can occur in Snapshot Isolationwhen two concurrent transactionsmodify different
objects resulting in non-serializable schedules. For example, if one transaction changes all white marbles to
black and the other changes all black marbles to white, the outcomemay not correspond to any serializable
schedule. See slides 28 to 31 for details.
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Serializable Snapshot Isolation
Serializable snapshot isolation keeps the benefits of snapshot isolation (writers do not block readers, read-
ers do not block writers) and also avoids the aforementioned anomalies, thus providing serializable isola-
tion. Essentially, there are runtime checks to ensure that possible anomalies are avoided, with transactions
that may cause anomalies being aborted and retried.

A crucial ingredient of efficiently ensuring that anomalies are avoided are anti-dependencies. There is an
anti-dependency from a transaction T1 to a transaction T2 if T1 reads a version of item x, and T2 produces
a version of x that is later in the version order (i.e. newer) than the version read by T1. If there is an
anti-dependency from T1 to T2 and from T2 to T1, serializability is violated and at least one of T1 and T2
must be aborted and retried.

There are five important MVCC design considerations:

1. Concurrency Control Protocol
2. Version Storage
3. Garbage Collection
4. Index Management
5. Deletes

The choice of concurrency protocol is between the approaches discussed in previous lectures (two-phase
locking, timestamp ordering, optimistic concurrency control).
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